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Abstract—Reinforcement learning coupled with Neural Net-
works has been demonstrated to perform well in robotic ma-
nipulation tasks. Yet they require large volume of sample data
which are trained using huge amount of computing resources.
We propose an End-to-End Neural Network architecture based
robotic system that can be deployed on embedded platforms such
as a Raspberry Pi to perform robotic grasping. The proposed
method potentially solves the exploration-exploitation dilemma
even under undecidable scenarios.

Index Terms—Reinforcement Learning, Neural Networks,
Robotics, Artifical Intelligence

I. INTRODUCTION

Robotic grasping can be described as using a robotic system
to perform physical manipulation of an object or set of objects.
There exists a difficulty in robotic grasping due to the variety
of input scenarios and the lack of general solutions that can
be mapped easily from the input. Learning algorithms seem to
hold promise in solving such hard problems. Learning through
demonstrations can be considered a way to ensure safety of
the robotic system but the training times can prove to be
large and considerable bias of the demonstrator is always
induced into the system. Although many approaches to the
problem have made significant contributions they are yet to be
realized effectively on an embedded hardware platform such
as Raspberry Pi.

Lebedev et al. [1] showed that a macaque monkey can learn
to adapt, percieve and control a robotic arm as its own limb
to achieve a visual target shown on a screen. As monkeys are
motivated to perform a task for a reward, a sip of fruit juice
is given as reward for every successful attempt. This provides
us the inspiration to develop a neural network based system
that can perform such tasks using a reward based system.

Reinforcement learning has emerged as a successful ap-
proach to solving such problems in the robotic domain. Mnih
et al. [2] proposed to use neural networks as opposed to state-
action tables in reinforcement learning to map screen images
directly to corresponding actions in video games. They were
able to play at superhuman levels using an enhancement of
Q-learning they developed called Deep Q-learning.

Bojarski et al. [3] proposed to perform robotic control
for self-driving tasks using an End-to-End approach to map

sensory input to robot actions with high degree of success.
Due to the high dimensionality in the input space and action
space, an End-to-End approach has the capability of achieving
success in complex tasks.

Levine et al. [4] claimed to be the first to map pixel
observations directly to motor torque control using Deep
Convolutional Neural Networks (DCNN) containing 92,000
parameters. They used a guided policy search algorithm to
bring the policy search problem to the supervised learning
domain. They demonstrated complex learning tasks such as
placing a block into a shape sorting cube, tightening a bottle
cap and placing a coat hanger on a clothes rack. Their pro-
posed method is a proof of concept that End-to-End learning
works. They used a PR2 robot and a large neural network for
training thereby making it impractical to use on an embedded
platform.

Gu et al.[5] demonstrated an asynchronous Deep Reinforce-
ment Learning (DRL) using Normalized Advantage Function
(NAF) to perform door opening task on real robotic platforms.
They propose to use multiple robots to performing the door
opening task in parallel and then updating a centralized thread
during the learning process at the end of each episode. Their
results show that increasing parallelism has diminishing effects
on the learning time. In practicality it may be infeasible to
use multiple robots to learn a task due to high cost and small
returns.

Levine et al. [6] used a CNN to predict the success of
the grasp trajectory based on the current camera image as
input. This was done without any manual annotation by using
a sensor on the gripper to report success or failure of a
grasp. This feedback was used as label to train the CNN in
the supervised learning domain. They also varied the camera
position relative to robot configuration to achieve a level of
generalization. This approach allowed them to collect data at
a large scale (800,000 attempts) with minimal human effort
and led to a very high success rates.

Zhang et al. [7] followed a different approach to pick and
place by using a two-dimensional(2D) simulation environment
for a robotic arm that has 3 joints with 9 discrete actions.
They follow a reinforcement learning approach with the re-
ward function defined as positive if the end effector of the



robotic arm is near the target and negative otherwise. They
attempted to introduce noise into the environment to achieve
generalization but the results on simulated test data were poor.
They had zero success rate when tested in real environment
with simulated training.

Finn et al. [8] proposed a general approach that implements
meta learning to improve training sample efficiency and can
be used by any model that uses gradient descent. Their method
can be applied to reinforcement or supervised learning domain
and shown to compete with state of the art accuracy in pick and
place tasks with significantly less training samples. They show
marked improvement in accuracy after one gradient update.
Their method focuses on good initialization of parameters to
achieve faster convergence of the model.

Balaji et al. [9] approached the problem of universal
gripping by implementing granular jamming. It works by
hardening into the shape of the target object when air pressure
is decreased thereby ensuring a firm grip.

Sanju et al. [10] proposed a method to implement an
autonomous robotic arm that works by performing random
pick and place and can address user interrupt instantly.

Pereira et al. [11] proposed a method to perform object
sorting at a low cost using a Raspberry Pi, a robotic arm and
image processing using the Pi Camera module. The robotic
arm is coupled with an Arduino which then communicates to
the Raspberry Pi.

Siagian et al. [12] proposed a method for web based
monitoring and control of a custom built robotic arm using
the Raspberry Pi as the intermediary. This method shows that
a robotic arm can be sufficiently controlled with a Raspberry
Pi even over the Internet.

Some of the factors in applying reinforcement learning
based on neural networks to robotic perception-based con-
trol include the image resolution, sample size and sparsity
of rewards. All of the aforementioned factors are severely
constrained on embedded platforms such as Raspberry Pi.

This paper aims to answer the following question: - can
a perception based robotic control adapt under undecidable
scenarios and converge to a desired solution? Many of the
related works attempt to bring the reinforcement learning
domain into the supervised learning domain to train the neural
network since there are established ways for training in the
supervised learning domain. In such scenarios rewards are
consequently considered as labels.

The contributions of this paper are: - 1) solve the
exploration-exploitation dilemma from the perspective of the
system. 2) Perform End-to-End learning for robotic arm on
the Raspberry Pi platform.

In summary, previous work have focused on accuracy and
complexity as the prime factor and hence cannot be used
along with a low compute platform such as a Raspberry Pi.
Most of the work need the model to stop learning at some
point and then deployed and as such cannot be adaptable
to new scenarios. Such models have the downside that they
cannot decide when a new input is given, it can be called

as an undecidable scenario from the model’s perspective. We
proposed a method in this paper to overcome these challenges.

The remainder of this paper is organized as follows. Section
II discusses theoretical background and Section III narrates
problem insight. Proposed method and End-to-End architec-
ture are explained in section IV and V respectively. Section VI
and Section VII describes results and conclusion respectively.

II. THEORETICAL BACKGROUND

Reinforcement learning is a machine learning method that
is inspired by animal behavior wherein an agent (animal)
acts within an environment (ecosystem) with the motive to
maximize the cumulative reward received from the environ-
ment. Reinforcement learning assumes the system to be a
Markov Decision Process (MDP).Each unique scenario of the
environment and the agent is encapsulated in mathematical
form as a state. The state s is referred from the agent’s
perspective. In a MDP, at any given time step the agent is
in some s which is a subset of all possible states referred as S
of the environment. Every agent has a set of actions named A
it can perform within its environment. The agent can transition
into the next state s’ from s by performing an action a from A
at any given time step. During its lifetime, the agent transitions
from one state to another with respect to a discrete time step
which is recorded as a sequence of states. Given s and a the
next state s’ can be found from the state transition function
F(s, a) and it is conditionally independent of all previous states
and actions i.e. states prior to s and their corresponding actions
a need not be kept in memory to compute F(s, a).

Reinforcement learning can be done as model-based or
model-free i.e. either the model of the environment is learnt
and every action can be planned based on the model (model-
based) or the model of the environment is not known and only
the value or utility of each state can be learnt (model-free).
Q-learning is a well-known technique to perform model-free
reinforcement learning. The Q-Learning algorithm estimate
the Q-values or utility for each action in each state. In
other words, Q-Learning gives information (Q-value) about
the cumulative reward for taking each action. We can use the
Bellman Equation as in (1) to perform Q-learning where the
action which gives maximum cumulative reward is chosen at
every time step.This is given in Equation

Q (s, a) = R+ γ
(
max
a′

Q (s′, a′)
)

(1)

Where Q(s, a) is the Q-Value of the state-action pair of state
s and action chosen a. R represents the immediate reward
received from the environment for performing the action a.
g represents the discount factor varying between 0 < g < 1
which quantifies the importance of the future rewards received
relative to the present reward. Discount factor g > 0.9 gives
importance to recent rewards distantly into the future.

The policy that is followed is defined as given in Equation
(2).

π ∗ (s) = argmax
a′

Q ∗ (s′, a′)∀s ∈ S (2)



Where p*(s) is the final policy followed by the algorithm to
find the optimal solution. Q* is the final Q-function and S is
the set of all possible states. The policy signifies that the action
which accumulates maximum rewards is always chosen.

Equation (3) is used to update the Q function.

Q′ (s, a) = Q (s, a) +α
(
R+ γ

(
max
a′

Q (s′, a′)
)
−Q (s, a)

)
(3)

where a is the learning rate in the range of 0 < a < 1. The
Bellman equation is used to assess the current utility of that
action a in the state s. The difference of the new value and
current value is counted as the update with a determining the
importance of the update. Q’ is the updated Q-function.

In traditional Q-Learning we can use state-action tables to
tabulate the value of each action while in a state and follow
a greedy approach of choosing the most rewarding action at
every time step. As the number of states increases it becomes
infeasible to maintain a table for every state-action pair and
therefore an approximation becomes necessary. Neural Net-
works are considered to be universal function approximators
and it has been proven to perform very well when used in the
reinforcement learning domain.

When using Neural Networks for Q-Learning, a technique
called Experience Replay as introduced by Mnih et al. [2]
has been demonstrated to improve the learning efficiency and
accuracy of the learning algorithm. Experience Replay collects
the information of the state, the action taken and the reward
received in that time step and stores it in a buffer. Using
the Bellman Equation as the target value for the action taken
helps to train the Neural Network as in the supervised learning
domain. This can then be called the Q-network. Using this Q-
network we can then map raw pixel inputs to agent actions,
where the agent can be a robotic arm.

III. PROBLEM INSIGHT

Traditionally, controlling a robotic arm requires special soft-
ware that is catered to the needs of the robot i.e. the software
need to know the exact details of the robot under different
conditions before it can be used. A Personal Computer is
typically used to run the software and an input file containing
the set of coordinates that the robot must traverse toward,
needs to be given beforehand. For pick and place tasks the
exact location of the object is generally given or a sensor
is used to detect the object and then the task is completed.
The problem with this approach is that it works only in a
completely known environment and preferably static in nature.

A more considerate approach to a pick and place task would
be to first use a camera to detect objects and classify them
using a popular deep learning based model. Then localize
the position of the object with respect to the camera and
the end effector of the robotic arm. The location can then
be converted into coordinates of the robotic system and given
to the controlling software to perform the pick and also place.
A similar approach can also be followed for placing the same
object in a different location.

There are downsides to the aforementioned approach. The
objects are assumed to be known to the system. The dynamics
of the object and the environment is known to the designer
of the system, based on which the specific algorithm is
devised. There is a large gap in the communication between
the perceptual system (object detection and classification) and
the robotic arm control system (coordinate system and control
software). Given that the approach was for a pick and place
task it may require significant efforts to tweak the system
for other robotic grasping tasks such as reaching, pushing,
manipulation etc.

An End-to-End Learning approach towards this problem
was proposed by many of the recent works with the view that
it can alleviate the limitations of the other approaches and
also add to their advantages. The gap between the perception
system and the control system is reduced as they are tightly
integrated in an End-to-End approach. The provision to add to
the set of tasks that the robot is capable of performing through
learning reduces the necessary human effort. The concept
of trial and error through reinforcement learning allows for
exploring the dynamic capabilities of the robotic system which
may not be easily conceivable or requires a lot of human
effort. The fact that the software required remains almost same
regardless of the type and configuration of robotic arm albeit
with an additional learning phase makes this approach portable
and compatible with generic robotic systems.

Most of the work on End-to-End approach to robotic grasp-
ing consider it from a software based perspective and therefore
have relaxed constraints on hardware computing resources.
The primary objectives prevalent in recent works are grasping
accuracy i.e successful grasps, mastering of tasks, minimizing
time to acceptable performance.

From a practical standpoint there is a need for an integrated
system that has balanced provision for the primary objectives
and also considers limited hardware resources. The computing
hardware for a robotic system needs to be limited in terms of
physical size, weight and cost to meet the goals of the robotic
system. Technologies such as Artificial Neural Networks are
yet to be fully utilized in the embedded space although there
has been prolific work being done in recent times.

One of the most challenging aspects of building and de-
ploying a robotic system is incorporating decision mechanisms
for unforeseen scenarios that may be encountered by the
robotic system. While using a learning approach every new
state of the system can be viewed as an unforeseen scenario
and therefore the decision taken in that state carries a value
that may not be apparent until a state in the distant future.
Upon close inspection it can be noted that there arises some
circumstances such as absence of an object in the visible scene
despite its presence in the environment which are inevitably
undecidable. Extending from this line of thought, a search
algorithm is always confined to the known information of the
environment and therefore never capable of adapting to the
unknown environment.



IV. THE PROPOSED SYSTEM

This section describes the hardware and software based
contributions of proposed method.

Fig. 1. The proposed articulated robotic arm

A. Hardware

An articulated robotic arm was custom built for this work. 3
Degrees of Freedom (3 DOF) for the robotic arm is proposed
to meet the requirement of basic pick and place tasks. The
robot requires movement in multiple directions. Namely in
the X,Y and Z axes of a Cartesian coordinate system. A polar
configuration robot that can follow a polar coordinate system
possesses sufficient freedom in all the axes as seen in Fig. 1 .

The end effector chosen is a 4 fingered gripper which is
rotary actuated. The fingers are integrated with a pressure
switch tuned to a particular pressure that suits most objects.
A set of counter weights are used to balance the torque at the
other end of each arm. Although it adds to the weight of the
robot the total torque on the motors at each joint is negligible
which facilitates the use of relatively less torque motors and
also allows for a good payload of about 150gms. Varying the
counter weight allows for accommodating different payload
ranges.

The hip joint is a swiveling base which uses a pulley system
to connect with a 1.8 degree/step stepper motor. Since it has
roughly 1:7 ratio very little torque is required to swivel and
also achieves over 7 times the accuracy of the stepper motor.
Jerk free operation of each joint is desired to keep a smooth
operation of the robot. Due to many repeated operations the
motors are required to be of high durability. As a result it was
found that off-the-shelf servo motors were not suited to the
task.

The shoulder and elbow joints are directly driven using
turbo worm DC geared motors with a specially built servo
feedback mechanism using high precision potentiometers.A
Pulse Width Modulation (PWM) based control signal along-
side the feedback input from the potentiometer is used as input

to a window comparator. It accepts duty cycles as low as
10% and as high as 90% which is mapped to the maximum
allowable limits of each joint in the range of 90 degrees. The
output of the window comparator is given to a H-Bridge circuit
that powers the DC motors.

Such a design was preferred as it offered two distinct
advantages. First, it allowed for a greater range of PWM to be
used as opposed to off-the-shelf traditional servoing PWM and
therefore the PWM generating hardware has a reduced burden
of accuracy. This decomposition of the servo system allows for
individual replacement of either the motor, potentiometer or H-
Bridge to meet different requirements. For example, a larger
motor can used to handle higher load without replacing the
potentiometer or even the H-Bridge if its capable of delivering
the required power.

The Raspberry Pi 3 was chosen as the computing platform
for the proposed system majorly due its popularity in the em-
bedded and Do-It-Yourself community and consequently their
widespread support on troubleshooting forums. Also, its cost is
relatively lesser than other comparable single board computers.
It has a well matured and maintained software ecosystem that
extends support to many desktop based software packages. It
has a Quad-Core ARM Cortex A-53 CPU with 1GB RAM,
built-in Wi-Fi Radio,USB and 40 GPIO pins. An RGB USB
webcam is used as the camera sensor.

B. Software

Raspbian Stretch is the OS used on the Raspberry Pi 3. The
code is written in Python due to its ease of use, flexibility
and availability of deep learning frameworks and extensive
library support for GPIO programming. RPi python library is
used for GPIO programming. Open CV is the software library
package chosen for Image Processing and Computer Vision
tasks. Keras is used as the high level API for Neural Network
programming. TensorFlow is the default choice as the backend
deep learning framework although Theano can also be used
interchangeably.

V. PROPOSED END-TO-END NEURAL NETWORK
ARCHITECTURE

This section describes the architecture based contributions
of this work.

A. Neural Network

The input image is from RGB camera frame converted to 10
x 10 pixel resolution and 8-bit grayscale. The neural network
takes the input image as the input layer and contains two
fully connected hidden layers each containing 40 neurons with
ReLU activation. The output layer contains 8 neurons without
activations for the three motors with one output per direction
(clockwise (CW) or counterclockwise (CCW)). Another output
to switch on the gripper and the final output for the “I don’t
know” signal as depicted in Fig. 2. The outputs of the motors
are given to the corresponding motor of the robotic arm with
a fixed step size of 1 degree in that particular direction.
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Fig. 2. End-to-End Neural Network Architecture for robotic grasping

The weights are randomly initialized. Stochastic Gradient
Descent is used as the optimizer with a learning rate of 0.3
and batch size of 30. Every input frame is stored along with
the corresponding action taken during that frame and the
reward received in that frame in an experience replay buffer
of maximum size 1000, similar to method suggested by [2].
Training is done after every action by sampling a random batch
from the experience replay buffer. A reward of -1 is given at
the end of the action if the object has not been picked else
+1 is given. It was found through experimentation that giving
a reward of 0 instead of -1 generally results in more number
of steps taken to reach the goal. Presumably because giving
the reward as 0 doesn’t result in the accumulation of rewards
at every step whereas giving a reward of -1 results in faster
negative accumulation of rewards at every step.

B. “I Don’t Know” signal

1) Exploration-Exploitation dilemma: While performing
reinforcement learning in an environment, how an action is
chosen forms the crux of the system. In Q-Learning, the value
of an action is embodied in the form of cumulative rewards. In
other words, the model describes the cumulative reward that
can be received for taking a particular action. Consequently, a
greedy policy can always be followed that chooses the action
that maximizes the positive reward.

From a practical perspective, the value of an action for
a given state can only be found by taking that action and
calculating the total reward received after the end of the
attempt. The end of an attempt is when a terminating condition
has been met, in our case this can be a successful grasp or say

a maximum number of steps. Given the large number of states
and a sizable set of actions, exhaustively finding the value of
each action in every state becomes a hard problem. This search
for value of an action in a state can be called as Exploration.
Once the values of all actions in every state becomes apparent
then it becomes worthy to exploit this information in every
state by choosing the action that gives maximum rewards. This
can be called as Exploitation.

The Exploration-Exploitation dilemma emerges from the
fact that it is difficult to determine if a state needs to be
explored further or exploit the existing information. Even little
information about the value of a state can be exploited but it
may lead to less favorable results. Exploration can produce
more favorable results in the long term but suffer in the
short term. The downside to exploitation is that the results
tend to be deterministic and hence never improves without
exploration. The value of exploration can only be brought out
by exploitation. In terms of performance, exploration has high
variance and low mean whereas exploitation has high mean
and low variance.

2) Proposed solution: For any given state a random action
is chosen during exploration and a specific action during
exploitation. It can be assumed that the choice of choosing
a random action (exploration) also has a value. This value
encapsulates a multitude of information regarding the learning
progress of a model, value of a state and even if it is
undecidable to chose an appropriate action. The questions that
remain are:- how to determine the value and how to exploit
it?

If there is no prior information about a state then a random



action has more apparent value than any particular action. If
there is a solution from the given state then over multiple
attempts (approximately the number of actions) choosing a
random action will give that solution. Conversely, if necessary
information regarding a state is available then there exists at
least one action that has more value than choice of choosing
a random action. It is possible to harness this necessary
information from exploration i.e. the choice of choosing a
random action.

Consider that the Q-learning model can chose to leave the
choice of action to randomness apart from the other possible
set of actions. If the model finds that choosing a random action
has more value than all other actions then it will execute that
random action. At a later stage during training, the chosen
action can be revealed as if it had been chosen by the model
while in that state. It can also be viewed as performing that
particular action gives a particular reward. An additional factor
is also introduced to learn from the possibility that choosing
a random action is in fact the best action. This can be called
the “revelation” factor which determines whether it should be
revealed as the “to be chosen” action or the choice of random
action.

There may exist a state which has neither a best action nor
a worst action i.e. all actions can potentially lead to the goal.
There also exists a possibility that there is a state for which any
action chosen is relevant only for that time period and becomes
irrelevant for any other time period, where time is considered
as the only independent variable. The action to be taken in
these states cannot be determined or decided. These states can
be called as undecidable states. One such example is a state
which has no information. Learning from past experiences for
these states always leads to a diminishing value. Thus the value
for the choice of random action is always going to be higher
than any individual action. Therefore using this choice is the
best way to reliably transition from an undecidable state to a
more decidable state.

This choice to chose a random action is called as the “I
don’t know” signal because it signifies that the model has
insufficient information to take a reliable decision i.e. it does
not know which action to take and wants to learn more about
the state and the value of different actions i.e. it wants to
explore. It is using this signal the model transitions from not
knowing anything regarding a state to the knowing everything
about a state.

As a summary, we propose to use Raspberry Pi as the
platform to both control the robotic arm as well as to perform
reinforcement learning using the proposed method,whereas
earlier work used a seperate controller such as a microcon-
troller for the robotic arm and larger computing platforms
for performing reinforcement learning. The “I don’t know”
signal introduced in this work essentially determines whether
to explore or to exploit at any given state with regards to
the learning progress, previous experience and the quality
of information present in a state. In essence, giving the
control over to the model effectively solves the exploration-
exploitation dilemma.

VI. RESULTS

(a) epsilon starts at 0.7 and decays by
0.05

(b) epsilon starts at 0.5 with slow decay
of 0.01

(c) epsilon starts at 1 and decays by 0.05 (d) epsilon starts at 1 and decays by 0.05

(e) epsilon starts at 1 and decays by 0.05

Fig. 3. Plots for the no. of steps taken to reach the termination state (goal or
failure) vs the no. of epochs. Epsilon value is decayed every 10 epochs. Red
denotes the performance of the epsilon greedy method. Blue represents the
proposed method. Green signifies the no. of steps where the “I don’t know”
signal is chosen as the best action and a random action is taken in the proposed
method. Yellow denotes the no. of steps that were random actions determined
by the value of epsilon in that epoch. 3a and 3b shows the performance with
different epsilon and have different decay for a grid size of 10. 3c and 3d
represents performance for a grid size of 20 when the proposed method is run
two separate times for the same set of initial positions from the epsilon greedy
method. The experiments are run for 500 epochs.3e shows the performance of
both methods under undecidable scenarios. The undecidable scenario occurs
when the object is allowed to go outside the boundaries of the grid by 5 grid
blocks for grid size of 10 and is run for 100 epochs.



To test the proposed solution for the exploration-exploitation
dilemma, a simulation was created where the agent had
to bring an object to the center and zoom in on it. The
environment grid size (pixel resolution) can be configured and
generally the object is not allowed to go outside the grid area.
A grid size of 10x10 pixels and 20x20 pixels were tested. As a
control setting, epsilon-greedy method was used. To keep the
difficulty on par, every epoch was initialized with the object
at a random position within a random edge of the grid. Also
the initial position of the object in the control was used as the
initial position in the experimental setup for corresponding
epochs.

Plots in Fig. 3 compare the performance of the control i.e.
epsilon-greedy method from Mnih et al. [2] and the proposed
method. It can be noted that the proposed method outperforms
the epsilon-greedy method regardless of the epsilon values
and the difference is much more prominent for a grid size of
20x20 pixels. As can be noted from Fig. 3e under undecidable
scenarios the epsilon-greedy method is able to successfully
complete the task only 58% of the time whereas the proposed
method is successful 91 % of the time and taking far lesser
number of steps by utilizing the “I don’t know” signal effec-
tively. The proposed architecture was deployed on a Raspberry
Pi 3 coupled with a custom built articulated robotic arm and
executed successfully.

VII. CONCLUSION AND FUTURE WORK

We proposed an End-to-End Neural Architecture for robotic
grasping that can be deployed on a Raspberry Pi and demon-
strated that it outperformed the epsilon-greedy method under
normal settings as well as in undecidable scenarios.

There are limitations in our work that we wish to address
in the future. A higher image resolution is desirable for more
complex tasks but without compromising other requirements
such as training time, similar computing resources etc. In
future, we would like to use continuous control instead of
discrete control with fixed step size as it may allow higher
image resolution with lesser number of steps and lesser
training time that makes the system much more scalable.
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