
 
 

 

 

 

 

 

 

 

 

 

 

Abstract— With the Artificial intelligence systems 

increasingly used to perform complex task, it has become an 

issue to reason out for their decisions and performance. The 

deep learning modules, used extensively in such systems, 

reveal little about their learnings and contribution for the 

decision. In this paper provides the details of an explainable 

AI framework for classification that traces back the system 

decision to a certain set of contributing features of the input 

and rips open the underlying model to revel the learnings of 

different layers. The framework provides explanation in 

simple English that enables the user to understand the 

rationale behind the working of the system. 

 

Keywords: - Explainable AI, classifier, deep learning, Heat 

map. 

I. INTRODUCTION 

   Today Artificial Intelligence (AI) systems are 

increasingly used in sensitive applications such as financial 

transactions, Healthcare decision support systems (DSS) 

and military. The decisions thrown out by these systems 

need to be substantiated to prevent the loss of revenues and 

life. Towards this end, the Defense Advanced Research 

Projects Agency (DARPA) has spearheaded a couple of 

projects to provide adequate insights to the performance 

and learnings of an AI system [1] 

     With the right to explanation in force across Europe [2], 

the AI systems can no longer remain and work as black 

boxes. The user of AI service will have right to know the 

reason behind its decision.  

   Today there are tools and algorithms to provide the 

explanation in the form of heat map [5] and a string of 

words [2]. However, they work in isolation. I.e. the textual 

description not necessarily speak about the features evident 

from the heatmap. Also, the visualization of layers and 

learning of neurons are not linked anyway with the 

heatmap. In the framework detailed in this paper, a unified 

approach is followed to use the heatmap both for the 

explanation and for the visualization of the learning. It 

ensures explanation is provided for what is perceived as the 

relevant feature for classification by the machine as 

indicated in the heatmap. 

  The rest of the paper is organized as follows: In section 

II, the integrated framework is detailed followed by the 

experimental results in section III. The section IV 

concludes. 

 

 

   

 

 

 

 

 

 

 

II. THE INTEGRATED EXPLANATION FRAMEWORK 

The framework consists of three components to provide 

visual and verbal explanation for the decision made by a 

classifier along with the representation of learnings of 

different layers of the convolutional neural network 

classifier. It integrates the open source tools such as 

Deepvis[4], LRP[5] , textual explanation modules [2]and 

custom coded blocks under one implementation over 

Caffe[3]. In the prior art, these tools exist in isolation. 

However, the framework developed here uses them as the 

basis and brings out the consistency in the explanation. For 

example, the description of features in the text explanation 

and the relevant features shown in the heat map are to 

match i.e. they provide a powerful explanation when they 

are read together. For example, “The airplane has long 

body” and the entire length of aircraft depicted with high 

relevance in heat map are consistent. However they are not 

overlapping i.e. the text explanation n is not sufficient to 

deduce or imagine the heat map.  To achieve the 

consistency, training of the text generation part is linked to 

the heat map. The overall system blocks are shown in 

figure 1. 

 

 

Figure 1: The integrated explainable framework. 

A. Heatmap generation 

   Heatmap provides the visual representation of 

importance of different features or pixels of the classifier 

input. It gives the most contributed pixel responsible for 

the prediction.  A technique called layer-wise relevance 

propagation (LRP) is a method which identifies important 

pixels by running a backward pass in the neural network. 

The backward pass is a conservative relevance 

redistribution procedure, where neurons that contribute the 

most to the higher-layer receive most relevance from it. 

The key property of this redistribution process is referred 

to as relevance conservation and can be summarized as  

 

 ∑𝑖 𝑅𝑖 =. . . = ∑𝑗 𝑅𝑗 = ∑𝑘 𝑅𝑘 =. . . = 𝑓(𝑥)    - (1) 
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Figure 2: Relevance generation. 

 

According to this property, amount of relevance i.e. 

prediction f(x) at every step of the redistribution process 

(e.g. at every layer of a deep neural network), is conserved. 

No relevance is artificially added or removed during 

redistribution. The relevance score Ri of each input 

variable determines how much this variable has 

contributed to the prediction.  

B. Model visualization 

 This part of the tool helps us visualize and interactively 

plot the activations produced on each layer of a trained 

DNN for user-provided images or video. Static images 

afford a slow, detailed investigation of a particular input, 

whereas video input highlights the DNNs changing 

responses to dynamic input. The videos are processed live 

from a user’s computer camera, which is especially helpful 

because users can move different items around the field of 

view, include and combine them, and perform other 

manipulations to actively learn how different features in 

the network respond. 

 The tool displays forward activation values, preferred 

stimuli via gradient ascent, top images for each unit from 

the training set, deconv highlighting of top images, and 

backward diffs computed via backprop or deconv starting 

from arbitrary units. The combined effect of these 

complementary visualizations promotes a greater 

understanding of what a neuron computes than any single 

method on its own.  

 Each square in the layers represent a channel and the 

amount of activation of each channel along with the 

relevance values displayed shows us how much the 

detector contributed to the final output.  

 In the quest to make neural networks interpretable, 

feature visualization stands out as one of the most 

promising and developed research directions. Feature 

visualization via Dataset examples and Optimization help 

us in understanding the neural networks better. 

 Feature visualization via Dataset examples: Top images 

are found from the dataset which maximally activate each 

channel. These dataset examples show us what neurons 

respond to in practice. We can see diverse examples and 

not the only ones activating the neurons intensely. We can 

see what activates a neuron to different extent. 

Feature visualization via optimization: If we want to find 

out what kind of input would cause a certain behavior we 

can use derivatives to iteratively tweak the input towards 

that goal. Optimization examples help in isolating the 

causes of behavior from mere correlations. A neuron may 

not be detecting what you initially thought. This method 

also helps us get extreme positive and negative examples. 

 The relevance values for each channel in every layer are 

also displayed which helps in correlating the activation 

with its importance in the final prediction. 

C. Explanation generation 

 Lot of work has been made for classification of images 

and each method of classification would vary in terms of 

model/s used and classification accuracy it provides. In fact 

for the end user the explanation of decision of classification 

would also be of priority. Most of the available methods 

would result a caption or text defining the image but not 

any justification text. The method in this paper uses the 

approach of [2] to provide a justification or explanation of 

visible object as to why it belongs to the predicted class. In 

other words it provides explanation using visual features of 

the class. The global sentence property is used to generate 

sentences using the model. A sample data set is used to 

showcase the results with explanation text using the model. 

   In a way the explanations provided for the visuals can be 

used to correct or improve the classifiers and help to 

improve the network systems used. The visual 

explanations will also help non-experts who may not be 

directly involved in the field of deep learning. 

   The explanation model is given in Figure 3. First the 

visual features are extracted from the penultimate layer of 

classifier pipeline.  The sentence generation is conditioned 

on the image features and predicted class label. LSTM is 

used to generate word sequences and to provide class 

specific information in the explanation. The descriptions or 

captions for each image is written based on the heatmap 

generated which would depict the discriminative features 

uniquely that has led to the classification. The captions or 

descriptions are not similar to general captions used in 

typical captioning systems. These captions are 

explanations which would indicate the reason for image 

classification based on the heatmap. 

 

 
Figure 3: The Visual Explanation Model 

 

For example let us consider some flight image. The 

standard captioning system would provide a sentence or 

caption something similar to below. 

 

“This flight belonging to class y has white body, blue tail 

and many wings.” 
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Since the above sentence does not provide class specific 

description, we propose to give explanations which will 

provide details specific to class as below. 

 

“This flight belonging to class y has long white body, big 

blue tail and multiple short wings.” 

 

This would be more class specific and help non-experts and 

better understand the decision behind the classification or 

predicted class. 

III. EXPERIMENTS AND THE RESULTS 

The classifier of Airplane models is considered for the 

experiment. We employ the flight dataset which has 2 

classes and 5000 images. The dataset is available in public 

domain [8]. So every image in the dataset belongs to a class 

which in a way is useful for the visual explanation task 

since the model generates the sentences which are class 

specific. If the ground truth sentences are descriptions 

which does not include the class specific features it is 

possible that the explanations produced may not include 

class specific information. For example the annotation, 

“The flight has sharp beak”, not all humans would tell this 

class feature. Below are two flight images from the test 

data set used for evaluation and their corresponding 

generated visual explanations. 

 

 
 Figure 4a: First sample flight image from data set  

 

 
 

 Figure 4b: Heatmap for the image in Figure 4a 

 

Visual Explanation: This flight has body long in length, 

multiple windows and wheels not protruded. 

 

 

 
 

 Figure 5a: Second sample flight image from data set 

 

 
 

 Figure 5b: Heatmap for the image in Figure 5a 

 

Visual Explanation: This flight has body short in length 

and wheels which are protruded. 

 

The experiments have been conducted on CUB dataset [6] 

and MNIST handwritten digits [7]. All of the tested 

datasets are publicly available.  

IV.    CONCLUSION 

Providing textual explanation for the image 

classification of input in an AI system is challenging. The 

integrated framework developed to solve this problem 

provides adequate explanation for the reason behind the 

decision considering the visual cues, the class specific 

features and image specific features. 
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