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Abstract—The increasing complexity of mobile applications
leads to rapid battery drain in mobile devices. Limited im-
provements in battery technology have forced system designers
to utilize the limited energy efficiently thus making energy
management one of the foremost concerns in mobile devices.
Our analysis reveals that users differ in their context and CPU
usage patterns which can be utilized for energy savings. However,
predicting CPU usage is challenging due to ever-increasing size
of user data coupled with varying usage behavior. In this work,
we develop a hybrid model using time series and deep neural
networks to predict future usage which in turn can be leveraged
for power savings. We start with studying the varying usage
patterns of users and further proceed to describe our hybrid
model and finally perform evaluation on the user traces from
the Livelab dataset. Proof of concept evaluation for a single
user shows that the proposed hybrid model incurs lesser errors
compared to individual ones used in a standalone manner. Our
proposed model is generic in that it can be applied to users with
varying usage behavior which in turn can be used to facilitate
efficient allocation of resources.

I. INTRODUCTION

Advancements in computing and communication technolo-
gies have fuelled the development of mobile applications
which cause significant battery drain in mobile devices. Bat-
tery technology cannot keep up with these trends thus making
energy management one of the foremost concerns in mobile
devices. This calls for system designers to make use of the
limited energy efficiently for dynamic scheduling. In addition,
energy profiling is needed to accurately estimate the energy
consumption of mobile applications.

Our analysis reveals that users differ in CPU usage patterns
which can be leveraged for power savings. Typically, users
run a custom set of applications installed on their smart
phones and that their usage patterns are increasingly being
driven by time of day and day of week. However, these
applications are often left waiting for user responses as a result
of which computing resources are under-utilized. Thus a need
for predicting usage behavior of users becomes necessary so
as to minimize resource usage.

To predict CPU usage, machine learning based techniques
such as Time Series Analysis and Deep neural networks can
be used. These techniques complement each other in that time
series analysis can be used to model linear behavior while deep
neural networks can profile non-linear nature of the usage.
Thus to leverage the best of both worlds, a hybrid model can

be used to learn and predict CPU usage. However, predicting
CPU usage is challenging due to ever-increasing size of user
data coupled with varying user behavior.

In this work, we develop a hybrid model composed of
Time Series analysis and deep neural networks for profiling
CPU usage behavior of users. Further, the model is used
to predict future usage and is validated in a walk-forward
manner. Proof of concept evaluation of the proposed hybrid
model for a single user with the traces from the Livelab
dataset incurs lesser errors compared to the each of the models
used in a standalone manner. In addition, we emphasize the
need for usage-driven solutions by conducting user studies to
demonstrate the variance in usage behavior.

II. RELATED WORK

Numerous works have analyzed the varying usage patterns
of smartphone users. Falaki et al. [1] did an experimental
study on the daily, weekly and monthly patterns of smartphone
users. In addition, comprehensive analysis on traffic patterns
of users was performed [2]. Shye et al. [3] studied real user
activity patterns and guided the design of mechanisms for
power optimization at the architecture level. Diao et al. [4]
used a state-based model to model the CPU transitioning
between active and idle states which in turn can be used for
predicting CPU activity patterns.

Time Series Analysis have been used in diverse environ-
ments to optimize resource usage. Calheiros et al. [5] used an
ARIMA model for workload prediction in Cloud computing
and further utilized the model for resource management.
Dietrich et al. [6] developed an ARIMA model for gaming
workload and utilized the predictions for run-time power
management. Kalyanaraman et al. [7] used a time series
model to predict network traffic patterns for energy-aware
transmission in mobile applications. Liu et al. [8] developed a
time series based approach for power management in mobile
processors and disks.

Deep neural networks have been recently gaining attention
for numerous applications such as stock markets [9], smart
cities [10] and cybersecurity [11] [12]. Chen et al. [9] develop
an LSTM based model for predicting stock prices. Kok et al.
[10] used a deep learning network for air quality prediction in
smart cities. Kim et al. [11] develop a classifier using LSTM
for intrusion detection. Their classifier utilized network events



Fig. 1: Hourly, Monthly and Daily Profiles (February 2010 - February 2011). Power Consumption was computed using a
product of voltage and current consumption, measured in Watts and averaged over the hour, day and month

Fig. 2: Application frequency count for February, March and April 2010. Denotes the frequency at which users run
applications by the hour during a given month.

as a means for detecting intrusions. Kang et al. [12] develop
an intrusion detection system using deep learning for securing
vehicles.

Hybrid models show promise in terms of predicting future
behaviour with increased accuracy. In general these models
capture both linear and non-linear behavior thus resulting in
increased accuracy. Zhang et al. [13] develop a forecasting
model using a hybrid ARIMA and neural network model
which performs better compared to standalone ones. Similarly,
Diaz et al. [14] forecast particulate matter in urban areas using
the hybrid model. Further hybrid models are also used to
forecast energy consumption [15], electricity consumption [16]
and water quality [17]. In contrast to the above approaches,
we consider a hybrid model consisting of ARIMA and LSTM
models and utilize the model for CPU usage prediction in
mobile devices.

III. MOTIVATION

A. User Study

We motivate this work by studying the usage profiles of
users. In particular, we perform trace-driven simulations using
Livelab dataset and analyze numerous factors contributing
towards power consumption such as display, charging and
sleeping patterns of mobile users. Livelab dataset [18] was
developed at Rice University and contains user activity traces
recorded between February 2010 and February 2011 for the
Iphone 3GS. Below, we present the results from our user study.

Power Profiles: Figure 1 displays the results for the hourly,
monthly and daily profiles. Our hourly profile results display
average power consumption during peak hours from 8 am to

6 pm. Our results not only indicate the variability in power
profile but also the power consumption ascending during peak
hours. Similarly, our results for daily and monthly profiles
indicate the fluctuation of power consumption for individual
users.

Usage Profiles: Significant variations in user behavior exist
and that application usage varies by context and duration.
Figure 2 displays application frequency count for a user during
the months of February, March and April 2010 obtained from
Livelab dataset. The results from user application frequency
count shows promise that user behavior follows a pattern for
predicting future application usage.

Charging Patterns: A closer look at the dataset revealed that
some users charged their smartphones even when sufficient
battery was left. Similar finding was reported by Banerjee
et al [19]. Another issue of importance is that, overcharging
undermines battery life. Thus it becomes necessary to ensure
that the phone is unplugged as soon as it is fully charged.
In our analysis, we discovered that most of the users were
overcharging their phones.

Display: Display accounts for significant part of the energy
consumption in smartphones. It is necessary that display needs
to be turned off when users are not using them. We analyze
average duration for displays during which they are powered
on for individual users. Figure 3 shows the results for average
display duration for different users. Our results not only
indicate the variability in display duration across users but
also the potential in utilizing user profiles for reducing display
energy.

Sleep: Systems need to operate in low power mode for



Fig. 3: Average Display duration (February 2010 - February
2011). Denotes the average duration during which the

display remains powered on for each of the users

saving power in mobile devices. We analyze the average sleep
duration for individual users. Figure 4 shows the results for
average sleep duration for different users. Our results not
only indicate the variability in sleep duration across users but
also the potential in utilizing user profiles for sleep/wake-up
scheduling.

Fig. 4: Average Sleep duration (February 2010 - February
2011). Denotes the average duration of the phones spent in

low power mode.

B. Need for User-driven Design

The results from the user study reveal significant variability
in user behavior thus motivating the need for user-aware
solutions. We believe that user-efficient solutions can also
facilitate efficient usage of energy. Further, user profiles follow
a pattern for developing predictive models for user behavior.
These models can be used to predict future usage patterns
given history of past data which can be further exploited
for energy savings. For instance, user behaviors are driven
by time of the day and day of the week. A professor using
his smartphone schedules his classes at specific times of the
day every week. The same behavior applies to other kinds of
users. Thus, time of the day and day of the week are vital
in predicting energy availability of individual users. With a
user model in place, dynamic adaptation can better address

the needs of users. For instance, a user model would enable
users to dynamically prioritize tasks or trade-off performance
depending on the context.

Numerous challenges exist in developing user-driven de-
signs which need to be considered. New applications consume
an ever-increasing amount of power. Similarly, user data is
growing in an increasingly unstructured manner. Collecting
data from users also consumes power depending on the amount
of data being logged. We plan to investigate these challenges
as part of future work.

IV. PROPOSED MODEL

A. ARIMA model

Time Series Analysis is used to analyze time-driven data
and extract meaningful patterns pertaining to various aspects
of the data such as frequency, duration and seasonality so as to
predict future behavior. Often time series data are collected at
discrete or continuous time intervals for analysis and plotted
via scatter plots to examine the general trend of applications.
One of the primary applications of time series analysis is
in Stock Markets to forecast stock prices. Subsequently, it
became very useful in signal processing, pattern recognition,
econometrics, mathematical finance, weather forecasting and
intelligent transportation.

There exists a multitude of models for fitting time series
data. These models range from simple Auto Regressive (AR)
and Moving Average (MA) models to more advanced models
such as Auto Regressive Moving Average (ARMA), Auto
Regressive Integrated Moving Average (ARIMA) and Seasonal
ARIMA. Developing models for time series analysis involves
adjusting parameters such that the resulting sum of squared
error (SSE) is minimal.

Time Series Analysis must not only fit the data and de-
rive parameters for the model but also forecast the future
through forecasting methods such as exponential smoothing
and ARIMA. These methods forecast future observations
pertaining to different confidence intervals. Further, the fore-
casts need to be validated depending on the application such
that the root mean square between the predicted and actual
observations is minimal.

B. LSTM model

Long Short Term memory (LSTM) networks are a type of
recurrent neural network that can learn long-term dependen-
cies, and have been used learn non-linearities and complex
patterns in time-series data. LSTM networks have been found
to be successful in time series forecasting tasks when a large
amount of training data is available. Similar to time series
analysis, LSTMs have been used to forecast stock prices,
tourism, renewable energy etc.

An LSTM model involves capturing a complex relationship
between input variables and corresponding output by creating
layers of derived variables known as hidden layers. These
hidden variables are referred as neurons. Outputs from hidden
layers are fed as input to the next hidden layer. As the number
of hidden layers increases, accuracy increases and the time



required for computing the corresponding fitting coefficients
also increases.

Despite the numerous benefits provided by LSTM, one
of the biggest drawbacks of LSTM is the problem of over-
fitting which can result in higher errors. In our analysis, we
observe the LSTM model to significantly over-fit the data and
as a result did not find it advantageous to use LSTM alone
for predicting CPU usage. Instead we propose the following
hybrid approach of combining ARIMA and LSTM model
which offers numerous benefits compared to standalone ones.

C. Hybrid ARIMA-LSTM model

We propose a hybrid model for predicting idleness in mobile
devices. Figure 5 depicts the pictorial representation of the
proposed model. Our proposed model works in the following
manner. We run the ARIMA model on the dataset and obtain
the parameters for the model along with the residuals. These
residuals denote the values for which ARIMA model may
not have captured the behaviour of the non-linear patterns
in the dataset. Then we feed the residuals obtained from the
ARIMA model to LSTM to be able to model the non-linear
patterns. The final forecast is the sum of the ARIMA and
LSTM forecasts. To evaluate our model, we compute the error
statistics such as Root Mean Square Error (RMSE), Mean
Absolute Error (MAE) and Mean Absolute Percentage Error
(MAPE) and compare them with the individual models used
in a standalone manner.

V. EVALUATION

A. Dataset

We utilize the traces from the Livelab dataset [18] for
developing and validating our standalone and hybrid models.
Livelab dataset was developed at Rice University and contains
user activity traces recorded between February 2010 and
February 2011 for the Iphone 3GS. The traces from the dataset
were imported into a MySQL database and queries were
written to extract the data pertaining to CPU usage for each
of the users.

B. Experiments

We averaged the second by second CPU idleness data for
each user to obtain hourly data, and applied both the ARIMA
model and the hybrid ARIMA-LSTM model. In this paper we
present preliminary data only, done on a short segment of a
single user. Both models were written in Python 3 [20] and
a number of supporting libraries such as Scikit-learn [21] for
machine learning, Tensorflow [22] for deep learning neural
networks, Pandas [23] for data manipulation and analysis
and Numpy [24] for scientific computing have been utilized
for developing the models. We compute the optimal p,d,q
parameters of the ARIMA model by training on one-third of
the data, and then use these parameters to make one-step ahead
predictions. For the hybrid model, the first half of residuals
from these forecasts are then used as data to train an LSTM
network with 10 neurons. The trained network is then used
to perform one step forecasts, and evaluated on the remaining

Fig. 5: Flowchart of the Hybrid Model

data. Since LSTM network is composed of inputs and outputs,
time series data needs to be transformed for running the LSTM
model. The time series data is converted into a supervised
learning problem and the observations in the data need to be
normalized according to a specific scale for running LSTM.

C. Preliminary Results

Accuracy of forecasting on the test data described above
was evaluated using the criteria mentioned previously (RMSE,
MAE and MAPE) on both the ARIMA model and the
ARIMA-LSTM hybrid model (Table I). While ARIMA model
is able to capture decay right after a spike in CPU usage (Figs
6,7, it is not able to predict non-linear effects such as large
changes in CPU usage over a short period, and we see that (Fig
8) the hybrid model is able to capture these non-linearities, and
so the hybrid model has higher prediction accuracy.



TABLE I: Accuracy results from small segment from a
single user

Model RMSE MAE MAPE
ARIMA 0.876 0.104 0.394
Hybrid 0.223 0.056 0.242

Fig. 6: CPU usage time-series forecast for short segment of
one user, using both ARIMA and hybrid models. Time series
points used for training are not included in the plots above

for visual clarity.

D. Comparison

Prior approaches have developed machine learning models
that address diverse aspects of smartphone users. While there
exists no single model that can be applied to varying usage
scenarios, we focus our discussion on machine learning mod-
els for understanding the impact of factors affecting power
consumption. In smartphones, models for estimating battery
life [25] have been developed using a combination of system-
level settings and component-level usage and demonstrated
for different applications. These models range from simple
linear regression [26] to advanced neural networks and support
vector machines [27] that exploit the non-linearity of training
samples. While some of the models utilized battery discharge
rate as one of the factors for training machine learning models,
they may not be reliable due to the variations in hardware and
software among devices with identical configurations.

In contrast to existing approaches, our proposed hybrid
model is data-driven and is able to learn CPU usage behavior
over time without use of other system/component-level data
which can be used to track idleness of users. Further the model
is generic in that it can be applied to multiple phones with
varying usage patterns of users without regard to security or
access issues. Finally, our model can be enhanced to cluster
users depending on similar usage patterns.

E. Discussion

Although our proof of concept evaluation for a single
user shows promise that hybrid models perform better than
individual ones used in a standalone manner in terms of lesser
forecast errors, we plan to apply our proposed model to a wide

Fig. 7: CPU usage time-series forecast for short segment of
one user, using both ARIMA and hybrid models, identical to

Fig 6 (Top). Residuals from ARIMA model and LSTM fit
for residuals (Bottom). Time series points used for training

are not included in the plots above for visual clarity.

Fig. 8: Same as Fig 6, zoomed at segment where the user
shows sudden change in CPU usage

variety of users with varying usage behavior as part of future
work. In addition, we will focus on gathering data from current
users and utilizing them for prediction using our proposed
hybrid model in contrast to the relatively old traces from the
Livelab dataset. Finally, we propose to evaluate the hybrid
model for power savings depending on the usage patterns of
users.

VI. CONCLUSION

In this work, we have developed a hybrid model to pre-
dict CPU idleness in mobile devices. The proposed model
composed of time series analysis and deep neural networks
are integrated such that both linear and non-linear patterns are



captured in the model. Evaluation of the model using the traces
from the Livelab dataset reveals that the proposed approach
incurs lesser errors compared to the individual models used in
a standalone manner. The proposed hybrid model can be used
to facilitate efficient allocation of resources depending on the
needs of users. In addition, we have conducted user studies to
demonstrate the variance in usage behavior. Current and future
work will focus on doing the analysis described above over
a larger number of user data sets to identify usage patterns
across different types of users.

REFERENCES

[1] H. Falaki, R. Mahajan, S. Kandula, D. Lymberopoulos, R. Govindan, and
D. Estrin, “Diversity in smartphone usage,” in MobiSys ’10: Proceedings
of the 8th international conference on Mobile systems, applications and
services. New York, NY, USA: ACM, 2010.

[2] H. Falaki, D. Lymberopoulos, R. Mahajan, S. Kandula, and D. Estrin,
“A first look at traffic on smartphones,” in Proceedings of the 10th
ACM SIGCOMM Conference on Internet Measurement, ser. IMC ’10.
New York, NY, USA: ACM, 2010, pp. 281–287. [Online]. Available:
http://doi.acm.org/10.1145/1879141.1879176

[3] A. Shye, B. Scholbrock, and G. Memik, “Into the wild: Studying
real user activity patterns to guide power optimizations for mobile
architectures,” in Proceedings of the 42Nd Annual IEEE/ACM
International Symposium on Microarchitecture, ser. MICRO 42. New
York, NY, USA: ACM, 2009, pp. 168–178. [Online]. Available:
http://doi.acm.org/10.1145/1669112.1669135

[4] Q. Diao and J. Song, “Prediction of cpu idle-busy activity pattern,”
in 2008 IEEE 14th International Symposium on High Performance
Computer Architecture, Feb 2008, pp. 27–36.

[5] R. N. Calheiros, E. Masoumi, R. Ranjan, and R. Buyya, “Workload
prediction using arima model and its impact on cloud applications qos,”
IEEE Transactions on Cloud Computing, vol. 3, no. 4, pp. 449–458, Oct
2015.

[6] B. Dietrich, D. Goswami, S. Chakraborty, A. Guha, and M. Gries,
“Time series characterization of gaming workload for runtime power
management,” IEEE Transactions on Computers, vol. 64, no. 1, pp. 260–
273, Jan 2015.

[7] R. S. Kalyanaraman, Y. Xiao, and A. Yl-jski, “Network prediction
for energy-aware transmission in mobile applicatioins,” in International
Journal on Advances in Telecommunications, 3:7282, 2010.

[8] X. Liu, P. Shenoy, and W. Gong, “A time series-based approach for
power management in mobile processors and disks,” in Proceedings
of the 14th International Workshop on Network and Operating
Systems Support for Digital Audio and Video, ser. NOSSDAV ’04.
New York, NY, USA: ACM, 2004, pp. 74–79. [Online]. Available:
http://doi.acm.org/10.1145/1005847.1005864

[9] K. Chen, Y. Zhou, and F. Dai, “A lstm-based method for stock returns
prediction: A case study of china stock market,” in 2015 IEEE Interna-
tional Conference on Big Data (Big Data), Oct 2015, pp. 2823–2824.

[10] . Kk, M. U. imek, and S. zdemir, “A deep learning model for air quality
prediction in smart cities,” in 2017 IEEE International Conference on
Big Data (Big Data), Dec 2017, pp. 1983–1990.

[11] J. Kim, J. Kim, H. L. T. Thu, and H. Kim, “Long short term memory
recurrent neural network classifier for intrusion detection,” in 2016 In-
ternational Conference on Platform Technology and Service (PlatCon),
Feb 2016, pp. 1–5.

[12] M.-J. Kang and J.-W. Kang, “Intrusion detection system using deep
neural network for in-vehicle network security,” PloS one, vol. 11, no. 6,
p. e0155781, 2016.

[13] G. P. Zhang, “Time series forecasting using a hybrid arima and neural
network model,” Neurocomputing, vol. 50, pp. 159–175, 2003.

[14] L. A. Dı́az-Robles, J. C. Ortega, J. S. Fu, G. D. Reed, J. C. Chow,
J. G. Watson, and J. A. Moncada-Herrera, “A hybrid arima and artificial
neural networks model to forecast particulate matter in urban areas: The
case of temuco, chile,” Atmospheric Environment, vol. 42, no. 35, pp.
8331–8340, 2008.

[15] X. Wang and M. Meng, “A hybrid neural network and arima model
for energy consumption forcasting.” JCP, vol. 7, no. 5, pp. 1184–1190,
2012.

[16] A. Ozozen, G. Kayakutlu, M. Ketterer, and O. Kayalica, “A combined
seasonal arima and ann model for improved results in electricity spot
price forecasting: Case study in turkey,” in 2016 Portland International
Conference on Management of Engineering and Technology (PICMET),
Sept 2016, pp. 2681–2690.

[17] D. mer Faruk, “A hybrid neural network and arima model for water
quality time series prediction,” Engineering Applications of Artificial
Intelligence, vol. 23, no. 4, pp. 586 – 594, 2010. [Online]. Available:
http://www.sciencedirect.com/science/article/pii/S0952197609001390

[18] C. Shepard, A. Rahmati, C. Tossell, L. Zhong, and P. Kortum, “Livelab:
measuring wireless networks and smartphone users in the field,” ACM
SIGMETRICS Performance Evaluation Review, vol. 38, no. 3, pp. 15–
20, 2011.

[19] N. Banerjee, A. Rahmati, M. D. Corner, S. Rollins, and L. Zhong,
“Users and batteries: interactions and adaptive energy management
in mobile systems,” in Proceedings of the 9th international
conference on Ubiquitous computing, ser. UbiComp ’07. Berlin,
Heidelberg: Springer-Verlag, 2007, pp. 217–234. [Online]. Available:
http://dl.acm.org/citation.cfm?id=1771592.1771605

[20] G. Van Rossum, F. L. Drake et al., Python 3: Reference manual.
SohoBooks, 2009.

[21] F. Pedregosa, G. Varoquaux, A. Gramfort, V. Michel, B. Thirion,
O. Grisel, M. Blondel, P. Prettenhofer, R. Weiss, V. Dubourg et al.,
“Scikit-learn: Machine learning in python,” Journal of machine learning
research, vol. 12, no. Oct, pp. 2825–2830, 2011.

[22] M. Abadi, P. Barham, J. Chen, Z. Chen, A. Davis, J. Dean, M. Devin,
S. Ghemawat, G. Irving, M. Isard et al., “Tensorflow: A system for
large-scale machine learning.” in OSDI, vol. 16, 2016, pp. 265–283.

[23] W. McKinney, “Python data analysis librarypandas: Python data analysis
library,” 2013.

[24] S. v. d. Walt, S. C. Colbert, and G. Varoquaux, “The numpy array: a
structure for efficient numerical computation,” Computing in Science &
Engineering, vol. 13, no. 2, pp. 22–30, 2011.

[25] H. Li, X. Liu, and Q. Mei, “Predicting smartphone battery life
based on comprehensive and real-time usage data,” arXiv preprint
arXiv:1801.04069, 2018.

[26] Y. Xiao, R. Bhaumik, Z. Yang, M. Siekkinen, P. Savolainen, and A. Yla-
Jaaski, “A system-level model for runtime power estimation on mobile
devices,” in 2010 IEEE/ACM Int’l Conference on Green Computing
and Communications Int’l Conference on Cyber, Physical and Social
Computing, Dec 2010, pp. 27–34.

[27] C. Chantrapornchai and P. Nusawat, “Two machine learning models for
mobile phone battery discharge rate prediction based on usage patterns.”
Journal of Information Processing Systems, vol. 12, no. 3, 2016.


